Exploring Attacks and Defenses in Additive Manufacturing Processes: Implications in Cyber-Physical Security

Nicholas Deily

Follow this and additional works at: https://openscholarship.wustl.edu/eng_etds

Part of the Computer-Aided Engineering and Design Commons, Graphics and Human Computer Interfaces Commons, Information Security Commons, Molecular, Cellular, and Tissue Engineering Commons, Other Biomedical Engineering and Bioengineering Commons, and the Other Computer Sciences Commons

Recommended Citation

This Thesis is brought to you for free and open access by the McKelvey School of Engineering at Washington University Open Scholarship. It has been accepted for inclusion in Engineering and Applied Science Theses & Dissertations by an authorized administrator of Washington University Open Scholarship. For more information, please contact digital@wumail.wustl.edu.
Washington University in St. Louis
McKelvey School of Engineering
Department of Computer Science and Engineering

Thesis Examination Committee:
Ning Zhang, Chair
Stephen Cole
Chiamaka Asinugo

Exploring Attacks and Defenses in Additive Manufacturing Processes: Implications in Cyber-Physical Security
by
Nicholas Deily

A thesis presented to the Graduate School of Arts and Sciences of Washington University in partial fulfillment of the requirements for the degree of Master of Science
May 2020
Saint Louis, Missouri
Contents

List of Figures ................................................................. iv
Acknowledgments .............................................................. vi
Abstract .............................................................................. viii

1 Introduction ................................................................. 1
  1.1 The Emergence of Additive Manufacturing ...................... 1
    1.1.1 Designing One-Off Parts ...................................... 2
    1.1.2 Creating Complex Geometries .............................. 3
  1.2 Impacts of Additive Manufacturing Technologies .............. 4
  1.3 Problem Statement .................................................... 5

2 Background ................................................................. 7
  2.1 Additive Manufacturing Technologies ............................ 7
    2.1.1 Material Extrusion .............................................. 8
    2.1.2 Powder Bed Fusion ............................................. 10
    2.1.3 Binder Jetting .................................................. 12
    2.1.4 Material Jetting ............................................... 13
    2.1.5 Vat Photopolymerization .................................... 13
    2.1.6 Directed Energy Deposition .................................. 16
    2.1.7 Sheet Lamination ............................................... 16
  2.2 Medical Applications of Additive Manufacturing ............... 17
    2.2.1 Surgical Guides ............................................... 18
    2.2.2 Implants ....................................................... 19
    2.2.3 Anatomical Models .......................................... 22
    2.2.4 Drug Delivery Vehicles ..................................... 23
    2.2.5 Tissue Engineering .......................................... 24
  2.3 Additive Manufacturing Security Threats ......................... 25
  2.4 Verification Techniques ............................................. 27

3 Additive Manufacturing Model Attacks .............................. 29
  3.1 Types of Attacks .................................................... 29
    3.1.1 Additive Material Attacks .................................. 29
    3.1.2 Material Removal Attacks .................................. 31
# List of Figures

1.1 3D Printed Rook ................................................................. 4  
1.2 3D Printed Rook Overhead .................................................. 5  

2.1 Steps in 3D Printing Process ............................................... 8  
2.2 FDM Bishop ................................................................. 9  
2.3 FDM Bishop Overhead ..................................................... 10  
2.4 Single PBF Nylon Print .................................................... 11  
2.5 Single Print Concentric Titanium Spheres .............................. 12  
2.6 Micro SLA Chess Board Comparison ..................................... 14  
2.7 Closer Look at Chess Board ............................................... 14  
2.8 Chess Board 10x Zoom ................................................... 15  
2.9 75x Zoom Look at Bishop ................................................ 15  
2.10 75x Zoom Look at Rook .................................................. 15  
2.11 Chess Board Size Comparison ......................................... 16  
2.12 3D Printed Cranial Implant ............................................. 20  
2.13 Partial Print of Acetabular Hip Replacement Cup .................... 21  

3.1 Trachea Model ............................................................... 33  
3.2 Thumb Proximal Phalanges ............................................... 34  
3.3 Porous Bone Model ....................................................... 35  
3.4 Porous Bone Model Close Up ........................................... 35  
3.5 Porous Structure Detail ................................................... 36  
3.6 Bone Screw Model ........................................................ 37  
3.7 Bone Screw Model Top ................................................... 37  
3.8 FEA of Original Bone Screw ............................................ 38  
3.9 FEA of Modified Bone Screw ........................................... 38  

4.1 CT Scanner Diagram .......................................................... 40  
4.2 Beam Hardening Example ................................................ 41  
4.3 Example Voronoi Diagram ................................................ 44  

5.1 Samples of Scan Results .................................................. 48  
5.2 Initial Reconstruction Results .......................................... 48  
5.3 Inconsistent CT Values .................................................... 49  
5.4 Isolated Region of Voxels ................................................ 49  
5.5 Full Reconstruction Results ............................................. 50
5.6 Initial Orientation ......................................................... 51
5.7 Alignment Issues with Only Local Alignment ..................... 51
5.8 Proper Alignment ......................................................... 52
5.9 Automatic Error Detection ............................................. 53
5.10 Visualization of Mesh Heat Map ..................................... 54
5.11 Error Region Visualization ........................................... 54
5.12 Error Isolation .......................................................... 55
5.13 Further Error Isolation ................................................ 55
5.14 Comparing Target Mesh to Source Mesh ......................... 56
5.15 Orthopedic Screw Error Visualization ............................. 56
5.16 2.5 mm Diameter Hollow Sphere Error Identification ........... 57
5.17 2.5 mm Diameter Solid Sphere Error Identification ............. 57
5.18 Modified Porous Region Error Identification ..................... 58
5.19 0.5 mm Diameter Solid Sphere Error Identification ............. 58
5.20 1 mm Diameter Solid Sphere Error Identification ............... 59
Acknowledgments

I want to express my gratitude to the members of the review committee: Professor Ning Zhang, Professor Steve Cole, and Chiamaka Asinugo. Each of you has meant so much to my educational journey.

Nicholas Deily

Washington University in Saint Louis
May 2020
Dedicated to my parents.
ABSTRACT OF THE THESIS

Exploring Attacks and Defenses in Additive Manufacturing Processes: Implications in Cyber-Physical Security

by

Nicholas Deily

Master of Science in Computer Science

Washington University in St. Louis, May 2020

Research Advisor: Ning Zhang

Many industries are rapidly adopting additive manufacturing (AM) because of the added versatility this technology offers over traditional manufacturing techniques. But with AM, there comes a unique set of security challenges that must be addressed. In particular, the issue of part verification is critically important given the growing reliance of safety-critical systems on 3D printed parts.

In this thesis, the current state of part verification technologies will be examined in the context of AM-specific geometric-modification attacks, and an automated tool for 3D printed part verification will be presented. This work will cover: 1) the impacts of malicious attacks on AM using geometrically-modified 3D models, 2) a 3D part reconstruction approach from medical imaging scans, 3) a mesh alignment technique based on point set registration, designed to handle abnormal part geometries, and 4) an automatic error detection and defect visualization tool for comparing the geometric similarity of 3D printed parts to their intended geometries.
Chapter 1

Introduction

1.1 The Emergence of Additive Manufacturing

Additive manufacturing (AM), the collective term for manufacturing processes that form 3-dimensional (3D) objects by adding material a single layer at a time, has become a core technology for many industries in recent years. The process itself is relatively straightforward; a computer-generated 3D model is sliced into a series of layers which are printed sequentially and fused together to form 3D parts. Depending on the exact process, the formed layers generally range in thickness from a few micrometers to many millimeters. However, because of the overall versatility of this process, 3D printing is used in many industries, including automotive, aerospace, aviation, and healthcare [30]. The layer-by-layer approach used in 3D printing has allowed manufacturers to create intricate parts with geometries that simply cannot be replicated through traditional manufacturing means, such as subtractive manufacturing or molding. In the case of molding-based processes, part geometries are limited by the constraints of current molding technologies. And while significant improvements in these processes over the past few decades have allowed for higher degrees of part intricacy, the cost of this technology as well as the long time it takes to create new molds makes AM processes a superior choice for many applications, specifically in cases where production volumes are
very low, or when intricate geometries are required in a final part. Subtractive manufactur-
ing processes on the other hand, such as CNC milling, produce excessive amounts of material
waste due to the nature of the processes [27, 81]. On top of this, these processes lack the
versatility to create certain complex internal geometric features in a single production step.
As such, when designing a part with complex internal features, subtractive manufacturing
may require additional production steps, or may require a single part to be produced in
several pieces. In many instances, this method may not be suitable at all.

Here, the use of AM for use in designing one-off parts, and creating complex geometries will
be further discussed:

1.1.1 Designing One-Off Parts

Designing individualized one-off parts in manufacturing is often required in two distinct
scenarios. The first is in the research and development stage of a product design process,
where prototypes are made. During this stage of the design process, many iterations of a
single part with slight variations are often made for testing. Using AM processes, modifying a
design is as simple as making the necessary changes to the model of the part, and printing the
new version. For molding and subtractive manufacturing however, making these seemingly
straightforward changes are not so easy. For example, if injection-molding were used as the
part production method, a single part modification would require a completely new mold,
which would take significant time to produce, and likely cost thousands of dollars [28]. For
subtractive manufacturing on the other hand, a new manufacturing procedure may have to
be implemented depending on the details of the modifications, and new tooling equipment
may be required. As such, AM saves time and money when it comes to designing and testing parts during research and development.

The second use of AM for producing one-off parts, is when the exact design of a product must be tailored for each individual use, or when a single model cannot meet the demands for all of its use cases. This is often seen in medically related applications, where individual parts must be tailor crafted for each patient, due to slight variations in patient measuring shapes and constraints (i.e. different bone shapes, or different wound formations).

1.1.2 Creating Complex Geometries

In many manufacturing scenarios, complex internal shapes must be made, or separate internal parts must be designed inside larger enclosed volumes. Most traditional manufacturing technologies are unable to handle these assignments. In the case of molding technologies, creating shapes with multi-directional cavities becomes increasingly costly and difficult, and creating different fixtures inside semi-enclosed or fully enclosed outer surfaces is impossible. While subtractive manufacturing techniques such as CNC milling are somewhat more versatile when it comes to this, they still are lacking in many of the aforementioned scenarios.

An example of complex geometric internal features produced using AM is shown in Figures 1.1 and 1.2, wherein a rook was designed and printed with complex internal and external geometries, all in a single production step.
1.2 Impacts of Additive Manufacturing Technologies

Because of the afforded versatility in designing intricate details in parts, without the worry of additional production steps or high costs, AM technologies have led to a new paradigm in manufacturing applications. This affects every level of production from the design stages, to part manufacturing, to post production processing, and importantly, quality inspection. This has led to recent technological advancements in a number of fields where manufactures have been able to broaden the scope of their designs. For example, in the aerospace industry, engine components are now being made using AM technologies which has allowed for the incorporation of built-in cooling channels in the internal structure of these components. This alone has led to significant improvements in engine performance [49]. GE is using 3D printing in their new LEAP jet project to manufacture fuel nozzles which are five times
more durable than previous generation models [42]. This has also decreased the amount of welding required, since intricate internal details can be designed with fewer separate parts.

1.3 Problem Statement

As an industry, AM has seen dramatic technological improvements in recent years, with new printing processes and new materials being added regularly. It is estimated that over 50% of manufacturers rely on some form of AM technologies, and this is expected to further increase over the next decade [74]. The AM industry is positioned to grow from $9.9 billion in 2018 to over $40 billion in 2025 [74], driven by an increasing demand for customized part manufacturing.

However, with the added versatility AM processes have, comes a set of unique security challenges that must be considered. This becomes particularly important considering the number of safety-critical sectors that rely on AM technologies.
The rest of this paper will be structured as follows: Section II introduces how AM technologies are used in medicine, and the security concerns associated with AM. Section III explores related work on part verification procedures, and looks at the implementation of cyber-physical attacked parts intended to evade detection systems. Section IV introduces a novel attack detection system, and describes each step of the detection mechanism in detail. Section V shows the results of testing the attack detection system on models created in Section IV.
Chapter 2

Background

2.1 Additive Manufacturing Technologies

Additive manufacturing, also referred to as rapid prototyping or 3D printing, exists in a variety of different forms, based on several different material processing techniques. When this technology began to emerge in industry in the early 1980s, it was viewed as a quick yet crude method of producing parts, perfect for designing prototypes, but not fit for production [11]. This is where the name, "rapid prototyping" originated from, as it was viewed at the time as a technology that would only be used in prototyping. However since that time, this technology has grown tremendously, and its place in many industries and a variety of uses has been solidified.

The process of creating a 3D print can be broken down into 4 steps. The first is creating a model of a part in a computer aided design (CAD) modeling software, or 3D modeling software. There are many such softwares available for this, ranging from programs specifically for designing mechanical parts, such as SolidWorks, to 3D graphics editing software, such as Blender. The next step after the model has been designed, is converting it into a mesh. A
mesh in its simplest form is a series of 3D points, referred to as vertices, which are connected together to form a series of planes enclosing the volume of the part. Traditionally, the mesh is saved in .stl file format, for use in the next step of the process, however, the use of other file formats, such as wavefront .obj files is becoming more common. Next, the mesh is processed by a slicing software, where it converts the mesh into a series of ultra-thin slices, ranging from a few micrometers to several millimeters. Here, each slice describes the shape and tool-path for each layer that the 3D printer will print. This information is usually stored in G-code format. In the final step, this information is passed along to the printer, which then creates the part layer-by-layer from the slices. The process is depicted in Figure 2.1.

![3D Printing Process](image)

Figure 2.1: Steps in 3D Printing Process

While there are many forms of AM, the primary technologies can be grouped into 7 main categories; Material Extrusion, Powder Bed Fusion (PBF), Vat Photopolymerization, Material Jetting, Binder Jetting, Directed Energy Deposition, and Sheet Lamination. The following sections describe each process in more detail.

### 2.1.1 Material Extrusion

Material extrusion, which includes Fused Deposition Modeling (FDM), and Fused Filament Fabrication (FFF), is the most common form of additive manufacturing. In this process, a
thermoplastic based filament is fed into a heated extrusion head, which deposits the material onto a build-platform layer-by-layer. The extrusion head is usually controlled by a series of stepper motors, and as such, the resolution of the printed part depends on the resolution of the motors, and the diameter of the extrusion nozzle. Generally the resolution of such printers is in the range of several hundred micrometers [51]. While this technology lacks the ultra fine-precision that other forms of AM have, and generally produces parts that lack mechanical integrity, [33], this technology is relatively affordable, and can produce complex geometries that are difficult to replicate through traditional forms of manufacturing. An example of a complex piece produced using this method this is shown in Figures 2.2 and 2.3:

![Figure 2.2: FDM Bishop](image)

For many shapes, extrusion printers rely on external support structures to provide support during the printing process, which can leave surface vestiges after they have been removed.
2.1.2 Powder Bed Fusion

Powder Bed Fusion (PBF) uses a high powered energy beam to melt or fuse material powder together to form a solid objects. The process works by dispensing a layer of powder, fusing selected areas together, lowering the entire printing bed, and depositing another layer of powder, repeatedly until the part is formed. Unlike Material Extrusion printing, there is no need for additional support structures, as the unfused powder is so tightly packed that it provides all of the support necessary as a part is constructed.

There are several forms of PBF, namely Selective Laser Sintering (SLS), Selective Laser Melting (SLM), and Electron Beam Melting (EBM), which are described in further detail below:

1. Selective Laser Sintering (SLS): SLS uses a high power laser to heat areas of the powder, until they are hot enough to fuse together. In the sintering processes however, the material is not fully melted. SLS is primarily used with thermoplastics and metal alloys, and can form details on a nanometer scale [3,36]. An example of a complex part made using SLS is shown in Figure 2.4. This print contains several connected features that move in unison when the hand-crank is turned. All of these features however,
were printed together in a single print, and they were printed fully in their assembled state as shown.

Figure 2.4: Single PBF Nylon Print

2. **Selective Laser Melting (SLM):** SLM is a very similar process to SLS, except here, the material powder is fully melted before it fuses together, which results in different material properties than when the material is sintered. SLM is commonly used with pure metals and ceramic based materials [66].

3. **Electron Beam Melting (EBM):** EBM like SLM fully melts the powder material, however this process uses an electron beam in a vacuum chamber to melt the material, rather than a laser. This processes is often used with metals that oxidize easily [57]. Figure 2.5 show a hollow ball with a porous outer mesh made from a titanium alloy that was made using this processes. Notably however, another smaller version of the ball can be seen on the inside of the larger ball. The two objects are not connected in any way, yet they were printed in a single print.

Because of the nature of PBF processes, where powdered material is fused together, the material composition of of the powder can be adjusted from one area of a part to another.
Doing this allows for the creation of parts with material gradients [94]. This allows for objects to be made where material properties or alloy compositions are gradually adjusted throughout the volume of a part, simply by adjusting the material blend of the powder from one area to another.

2.1.3 Binder Jetting

Similar to the PBF processes, Binder Jetting uses layers of material powder, however it fuses the material together by dispensing a binding liquid in specific patterns for each layer, similar to how an inkjet printer dispenses ink [4]. Because Binder Jetting does not heat the materials to very high temperatures the way PBF processes do, its suitable for uses with materials that cannot be heated.
2.1.4 Material Jetting

Material Jetting processes dispenses tiny droplets of photocuring resin, which are then exposed to UV light which causes them to harden. Similar to Binder Jetting, Material Jetting dispenses material in a way very similar to how inkjet printers dispense ink. One of the advantages of this method is that multiple materials can be used in a single print, and easily mixed together, to form material blends [78]. As such, material properties can be easily adjusted from one region of a part to another.

2.1.5 Vat Photopolymerization

Vat Photopolymerization is the processes of selectively hardening a photocurable resin in a large tank. This processes generally uses an inverted build plate, that is slightly submerged into the liquid resin. From there, a focused source of UV light is shined in specific areas to harden the resin material, and cause it to adhere to the build plate. The bed is slightly raised, and the entire process is repeated for each layer.

In general, there are two types of Vat Photopolymerization techniques; Stereolithography (SLA), and Digital Light Processing (DLP), both of which are discussed in further detail below:

1. **Stereolithography (SLA):** SLA uses a UV laser to selectively cure regions of resin in the layers of a part [59]. This process can produce very intricate parts with very high levels of resolution. An example of level of complexity this process can produce is shown in Figures 2.6-2.11. In Figures 2.9 and 2.10, it can be seen that the rook and
bishop pieces have the same shape and internal complex structures as the full-scale pieces shown previously in Figures 2.3 and 1.2.

Figure 2.6: Micro SLA Chess Board Comparison

Figure 2.7: Closer Look at Chess Board

2. **Digital Light Processing (DLP):** DLP uses a screen to flash an image in the shape of each layer at the resin in order to cure it [37]. The resolution of this printing technique is limited by the size of the pixels comprising the screen, but this process generally offers fast printing times, since entire layers can be formed simultaneously.
Figure 2.8: Chess Board 10x Zoom

Figure 2.9: 75x Zoom Look at Bishop

Figure 2.10: 75x Zoom Look at Rook
2.1.6 Directed Energy Deposition

This method is generally used with metals, where an extruder head extrudes a wire which is melted using a high energy laser, or electron beam [31]. As such, this process in many ways is a combination of FDM and PBF.

2.1.7 Sheet Lamination

Sheet lamination uses a processes whereby a thin layer of a material is stretched across a build surface, a shape corresponding to a layer geometry is cut out using a laser or milling tool, and the cut out material is then fused with the material underneath. A number of materials can be used in this processes, including a variety of polymers and metals [31].

The most common forms of Sheet Lamination are Ultrasonic Consolidation (UC), and Laminated Object Manufacturing (LOM).
1. **Ultrasonic Consolidation (UC):** UC uses ultrasonic vibrations to weld each layer of metal together, and form a single piece.

2. **Laminated Object Manufacturing (LOM):** Depending on the material substrate, LOM processes use heat and pressure, or adhesives to bind successive layers together to form a solid part [2]. This process is relatively inexpensive, but parts created using this method generally lack in structural integrity compared to other AM processes, such as PBF.

### 2.2 Medical Applications of Additive Manufacturing

One of the primary sectors that has shown interest in AM technologies, is the medical industry. The uses for AM in medicine are many; from dental prosthetics, to surgical guides, to anatomical models, to customized drug delivery vehicles. AM in medicine has found a number of niche uses due to its inherent flexibility and customizability, which is often needed to suit the needs of individual patients. Compared to traditional manufacturing techniques, AM processes provide a relatively fast and inexpensive solution for medical practitioners looking to design individualized parts. Where traditional manufacturing techniques may be better suited for the large-scale production of medical devices, AM processes are well suited for a number of medical scenarios, where treatments, surgical applications, or implants must be tailored specifically for each patient. These scenarios are discussed in greater detail below:
2.2.1 Surgical Guides

One area where 3D printing has drawn interest from the medical community is in the use of designing surgical guides. Surgical guides are used in many operations, a few of which are detailed below:

1. **Total Knee Replacement Surgery:** Total knee replacement (TKR) surgeries commonly rely on two types of surgical guides; pinning guides, which are used as an alignment tool, and cutting guides with designated slits meant to align femoral cuts [45]. The post-operative success of TKR operations depends largely on a near-perfect surgical accuracy during the procedure. In this type of operation, a coronal misalignment of as little as 3 degrees is associated with increased patient discomfort, and even knee replacement failures [17] as a result of abnormal force distributions on the knee [39]. The overall success of these operations has been greatly improved through the use of 3D printed surgical guides, which are custom printed to specifically fit each patient.

2. **Dental Guides:** AM plays an important role in dentistry where it is used to design drilling guides, as well as well as crown copings and bridge structures [Interactivedesign, 3Ddentistry]. Traditional methods of manufacturing these guides relied on vacuum forming, which often resulted in dimensional inaccuracies [41]. However, with AM technologies (particularly stereolithography) dentists have been able to base models off of highly accurate radiological and visual 3D scans, improving the accuracy and production times in these guides.

The exact shape and geometry of surgical guides must be customized for each patient in a highly specific manner. As mentioned above, the absolute accuracy in designing these
surgical aides is critical in most applications. With the ability to transfer patient specific data from medical imaging data to designs ready for direct printing, AM has helped streamline the process of designing these tools and supports. Additionally, due to the high cost of alternative manufacturing procedures for designing these tools [6], AM technologies offer a lower cost alternative. As a result of these advantages, doctors have been turning more and more to 3D printing as a solution to generate patient-specific parts. In particular, the use of stereolithography (SLA), has been widely adopted, due to its relative ease of use and low-cost of operation. Further, this printing technique offers a variety of readily available bio-compatible resins for part design [75].

2.2.2 Implants

The advent of medical printing technologies has allowed for the development of new treatments for patients based on customizable implant options. Bone implants in particular have benefited significantly from this technology, as doctors are able to design well-fitting bone structural supports to provide mechanical support and aid in repair processes. These developments have relied largely on powder bed fusion (PBF) printers, which are able to print solid metal, namely, titanium alloys, which are widely used in bone-repair applications. As such, doctors are using this technology to print a variety titanium-alloy based bone support structures, some of which are detailed below:

1. **Cranial Implants:** Injuries to the skull, arising from blunt force trauma, tumors, or in some cases, surgeries, result in structural damage to the cranial region. When the affected area is too large, the bone layer is unable to regenerate naturally, and as such, reconstructive surgery using structural implants is required in order to assist
in the natural restoration and reintegration phases [13]. The advent of selective laser sintering (SLS), and high temperature laser sintering (HTLS), has allowed doctors to work directly with titanium-based alloys, which has been shown to be best suited for these types of applications [15, 25]. This is mostly due to the structural rigidity and lightness of titanium compared to other materials. Additionally, this process has allowed for up to 85% reductions in total operation times, since doctors can simply attach the implant without the need to refine the shape of the implant during the operation, as was needed with traditional methods where titanium meshes were used. An example of a printed cranial implant is shown in Figure 2.12.

![3D Printed Cranial Implant](image)

Figure 2.12: 3D Printed Cranial Implant

2. **Hip Replacements:** While AM technologies are still being explored for use in designing hip-replacement features, preliminary studies on the use of this technology have been promising [64, 83]. The ability to design these parts to match the anatomical features of a patient, as well as incorporation specific porous microstructures on the surface of the implant to increase osseointegration makes this technology a promising solution for future applications in hip replacement surgeries [5, 35]. An example of a 3D printed hip replacement part is shown in Figure 2.13.
3. **Bone Implants:** research is currently being done in order to analyze the possibility of using AM technologies in artificial bone replacement operations. Two important considerations that must be taken into account when constructing a bone implant, the mechanical properties of target tissue, and the fit between tissue and implant surface junctions. Traditional implants use solid metal pieces, which can result in stiffnesses of more than an order of magnitude greater than the target tissue [56,92]. Using AM, the porosity of implant structures can be adjusted to closely match the mechanical properties of the target bone [47,70]. Furthermore, the ability to modulate the shape and size of pores through AM plays an important role in osseointegration of the final parts [21,73]. While titanium is the primary substrate used in most AM bone applications, other biodegradable materials are being researched [44].

Figure 2.13: Partial Print of Acetabular Hip Replacement Cup
2.2.3 Anatomical Models

One of the major uses of AM technologies in medicine is for the creation of anatomical models. Compared to traditional manufacturing techniques, it is relatively easy to convert medical scans into computerized models ready for printing [12]. Further descriptions of the use of AM in these applications are discussed below:

1. **Pre-Operative Aides:** AM has proven useful in designing anatomical models for pre-operative steps in surgical procedures. Hip replacements are one of the most common surgical procedures for those suffering from hip arthritis. 3D anatomical models of patient-specific surrounding hip structures have been proposed for use as pre-surgical aides where they would serve to simulate certain steps in implant operation. The use of such aides has been shown to be beneficial, because it allows surgeons to test fit implants before the real surgery takes place [84].

2. **Implant Shaping Props:** Anatomical models are used pre-operatively for shaping procedures in maxillofacial surgeries [12, 61]. A recent study using pre-operative anatomical models in mandible microvascular reconstruction showed significant reductions in active surgery times [46].

3. **Educational Props:** AM is allowing educators to print a variety of anatomical models based directly off of tissue scans [29]. This has been influential in the development of more accurate models, as well as the development of models based off of patient specific data for use in understanding diseases and tissue abnormalities [80].
2.2.4 Drug Delivery Vehicles

Additive manufacturing has found a use recently in improving drug delivery systems. The use of this technology has primarily been focused in three areas; specialized drug lattices for oral release oral drugs, personalized medicine applications, and longer-term controlled release drug implants. A further discussion of these technologies is listed below:

1. **Oral Release Pills:** AM based processes have shown the ability to deopsit drugs in specialized 3D lattices that influence how well these drugs dissolve in solution. Based on this approach, manufactures have been able to control factors such as dissolving times for orally taken drugs [65], which has recently led to the first FDA approved 3D printed drug, Spritam [26]. Further, newer microfabrication technologies have shown promising results for enhanced localized delivery methods [6], as well as for the construction of dual-release tablets [53].

2. **Personalized Medicine:** In this era of personalized medicine, more and more treatments are becoming individualized in terms of dosages and treatments combinations which can be optimized on a case-to-case basis. In order to produce such personalized treatments, researchers are turning to AM technologies, particularly forms of Material Jetting, for its ability to deposit highly accurate dosages of multiple drugs in a controlled manner [7].

3. **Implantable Devices/Therapeutic Scaffolds:** Implantable devices made of bioactive materials or made with bioabsorbable materials with incorporated drugs or antibiotics have drawn interest from the medical community due to their ability to sustain
the release of bioactive agents for extended periods of time [19]. This may be particularly useful for implants in order to prevent infections and release growth factors locally over long periods of time, while having minimal impacts on other tissues [14].

2.2.5 Tissue Engineering

One of the major emerging fields in medicine is tissue engineering. Tissue engineering focuses on growing tissues to repair or replace damaged tissue or organs. Many tissues are unable to regenerate tissue for wounds larger than a few centimeters, and instead form regions of scar tissue. Additionally, many organs (like the heart), are unable to perform regenerative processes at all. Promising results from early studies into tissue engineering applications have led to increasing interest in this field of study, particularly in the past decade. Many tissue types are being examined for use in this technology [55], as well as a variety of printing methods, and new combinations of biocompatible printing substrates. The use of AM technologies in tissue engineering are primarily focused on the ability to recreate the natural complex cellular support structures, known as the extra cellular matrices (ECMs). These structures provide support which allows cells to develop in 3D spaces. As such, one of the primary applications of AM technologies in tissue engineering involves the direct manufacturing of porous scaffolds. As mentioned above, recreating the ECM is an important first step in the tissue development phase for nearly any tissue, as this plays an important role in cell attachment and proliferation. Designing a well structured scaffold to mimic an ECM often requires complex pore morphologies to be recreated. As such, AM has emerged as a promising solution due to the wide number of bio-compatible materials that can be used for printing, and the ability to design high resolution porous shapes on a micrometer scale [24]. Traditional methods of scaffold generation face limitations in terms micro scale control over
pore sizes and shapes [48], and macro scale control over the overall shape of a part. Further, using these AM approaches, a variety of these technologies have shown promise in the ability to closely mirror native tissue ECM structural properties [76], and modulate cell interface behavior [34]. To meet the demands for this new set of medical applications, 3D printers designed specifically for handling cell-based materials are being developed, known as bio-plotting printers [72]. These printers aim to integrate the structural construction of tissue lattices using multiple materials [40, 72], with the direct incorporation of cells and growth factors into a single printing process [34, 50]. Already, bio-inks, containing cell cultures encapsulated in hydrogels are being developed and tested [60]. Based on advances in this area, it is likely the case that as this technology continues to evolve for use in tissue engineering applications, new design and printing processes will continue to be developed to meet these new and unique production demands [48].

Overall, the use of AM technologies in medicine are already far reaching, with much ongoing research and development taking place. As new treatments are developed and approved, particularly for implants, engineered tissue replacements, drug delivery vehicles, and personalized medicine, it is likely that AM technologies will become the primary technology for many medical applications.

### 2.3 Additive Manufacturing Security Threats

Because AM technology is becoming so widely used in safety-critical industries such as medical care, aerospace, and automotive, the issue of security in AM is a growing concern. Many 3D printers rely on open source code, or code that has been derived from open source projects. Keeping 3D printing software open sourced has helped with the rapid development
of this technology in its early stages. However, this has also given attackers the ability to
easily search for exploits in 3D printer firmware. Moore et. al. demonstrated how commonly
used static code analyzers could be used to identify vulnerabilities in a variety of 3D printers
[54]. Further, since many 3D printers have been designed with networking capabilities,
they are vulnerable to exploits targeting embedded computing systems [22,43]. The overall
vulnerable nature of 3D printers to cyber-attacks has been well documented [69,91].

One of the major concerns over cyber-physical attacks on 3D printers is the ability of at-
tackers to modify a part, while having these modifications go unnoticed. Belikovetsky et.
al. demonstrated this specifically, in an attack on a 3D printed drone propeller, which was
shown to ultimately lead to a mechanical failure of the drone while in mid flight [10].

In an effort to make AM widely accessible, much of the technology surrounding 3D print-
ers has been made open source and designed to use commodity hardware, such as simple
embedded controllers like Raspberry Pi’s, or similar devices. While this has allowed the
technology to quickly develop and spread, it has created many avenues for attackers to
potentially exploit. In fact, for most of the advantages 3D printing has to offer over con-
tentional manufacturing techniques, there are corresponding security concerns. Take for
example the previously discussed versatility AM offers in creating parts. A single 3D printer
can be used to create objects of many different shapes and functions. The same versatility
that allows for this could also allow a malicious attacker to replace a part with a visually
identical substitute that has built in physical defects, or a part that uses different materials.
While Belikovetsky et. al. demonstrated this form of attack to compromise a hobby drone,
the same attack principals could be applied to other 3D printed objects such as bio-printed
organs or airplane components, which could lead to devastating results.
The potential for hackers to exploit AM systems is clear, and as industries continue to adopt this technology and use it for more and more applications, the potential for great damage from cyber-physical attacks is clear. In the future, it will not be enough to react to AM security threats retroactively. Unlike traditional cyber attacks, where remedying a security issue can be accomplished through developing a security patch, remedying a security issue in an AM system would not address the issue of the potentially modified parts that were made while the system was vulnerable. As such, the need for additional security measures are eminent. In particular, a way to assess the printed results of each print produced using an AM system.

2.4 Verification Techniques

In order to address the potential security threats posed to AM processes, a new paradigm in the part verification process must be developed and assessed. Unlike most traditional manufacturing techniques, 3D printed parts have the potential to be modified in unique ways during each print cycle. And, because many AM applications are used to create unique versions of parts with every print, a verification procedure must be devised that can verify the accuracy of each individual part. While there is ongoing research in this area, generally, AM verification methods can be divided into two categories, active sensing procedures, and post-production verification procedures.

Active sensing procedures aim to detect abnormalities in printed objects during the actual printing process. In this scenario, attacks are detected live, as they are happening. The advantage of these procedures are that they are able to halt the printing process before an attack can be fully realized, potentially saving time and printing material. The drawbacks of these methods are that they are not very reliable, and mostly limited to FDM printers [9,16,93]. While some machine learning based verification techniques have shown promise for general error detection, they are severely limited in most part verification applications,
as they require large data training sets based on accurate models and pre-determined errors [89, 90]. Additionally, many of these detection mechanisms are designed simply to detect defects on internal infill patterns, limiting their applicability for general error detection scenarios.

Post-production verification procedures on the other hand rely on imaging and measuring techniques to verify the accuracy of a part after it has been printed. These techniques are used in a variety of medical and manufacturing applications outside of AM, and include: Computed Tomography (CT), Magnetic Resonance Imaging (MRI), Coordinate Measurement Machine (CMM) analysis, Ultrasonic Imaging, and 3D Scanning. A few of these approaches are being explored for use with AM parts [71, 88]. The issue however is that while these techniques can be used to produce fairly accurate images and measurements from printed models, they primarily rely on manual detection to compare images or measurements to their intended values, which has been shown to be unreliable for these tasks [79]. The rest of this paper will discuss the challenges associated with detecting errors and defects in physically altered 3D printed parts, as well as the implementation of an automated detection system using CT imaging.
Chapter 3

Additive Manufacturing Model
Attacks

This section will discuss types of attacks on 3D printed models that could be implemented, as well as impacts of such malicious modifications.

3.1 Types of Attacks

When considering the potential attacks applicable to AM processes, a successful attack can be identified as a series of modifications to the geometry or material composition of a part that pass through any postproduction verification procedure undetected. For this project, the focus will be solely on geometric modifications. In general, geometric attacks can be broken down into a three sub-categories: (1) additive material attacks, wherein additional material is added to a part, (2) subtractive material attacks, wherein regions of the part are removed, and (3) geometric replacement attacks, wherein the design of a part, or region of a part is modified to affect the function of a part. A further discussion of each of these three attack categories is presented below:

3.1.1 Additive Material Attacks

1. **Surface Encroachment:** In this attack model, the physical boundaries describing the shape of a part are modified so that additional material is added around the
boundaries. This form of attack can be applied to almost any geometry, or subset of any part geometry. However, its realizable affects depend largely on the intended purpose of the part. A number of potential attack scenarios and potential impacts are listed below:

- Contracting the diameter of a hole in a PBF printed part intended for industrial application. This kind of malicious modification could range in impact from interfering with the minimum tolerance on a hole, to changing a fluid flow in a fluid-dynamic application, such as modifying the flow in part of a microfluidic device.
- Expanding the outer surface of a part beyond its physical specifications. The implications of this attack depend largely on the intended application of the part, but could range from causing an incorrect fit in a final assembly, to causing critical failures in a mechanical system.
- Modifying the pore size in a 3D printed tissue-scaffold, by adding material throughout the surface of each pore. The affect of this attack in particular could have serious health related implications, as such an attack could affect cell motility within a porous scaffold, leading to poor bio-related integration of a particular tissue. Similarly, even if cell motility were not impacted, such an attack could effect nutrient diffusion throughout the porous scaffold, leading to impaired cell growth or even death in certain regions of a part.

2. **Added Geometric Fixtures:** This attack relies on the addition of geometric features designed specifically to alter the functionality of a part, or affect defect detection mechanism in the post-manufacturing phase of the part cycle. The exact implementation of this attack would depend largely on the parts used in a physical system, however a few examples are listed below:

- Added internal geometry in a tissue engineering application. Here, the presence of a mass in a tissue-engineered scaffold could serve to inhibit nutrient flow in a porous scaffold or serve to inhibit blood flow in a printed artery or vein. The implications of this could lead to tissue failure.
- Masking other modifications. Depending on the part verification method present, the addition of particular geometries could serve to visibly mask other underlying
modifications that have been implemented in the geometry of a part. This could affect visual scanning systems, based on automated image matching from 2D image segmentation. Such an attack may be particularly impactful as such systems are often used in production settings.

- Filling an intended hole in an industrial application specific part. Here, an intended feature could be wholly erased from a part, leading to issues with integration of that part in specific implementations.

### 3.1.2 Material Removal Attacks

1. **Surface Thinning:** This attack implies just the opposite of the above-mentioned surface encroachment attack. Here, material is taken away along the surface boundaries of an entire part, or simply limited to specific regions of a part. This attack in particular among other things could detrimentally affect the mechanical properties of a part, or region of a part, leading to mechanical failures when under load. A number of attack scenarios are listed below.

   - Dilating a diameter in a hole in a part intended for industrial production, leading to issues with tolerancing, and potentially part failure.
   - Reducing wall thickness of a tubular section in an AM part, leading to eventual part failure from decreased wall shear strength.
   - Increasing the pore size in a bio-printed scaffold, leading to reductions in cell adhesion ability, and overall poor tissue viability, in the whole or subset region of a scaffold. In particular, this attack could be difficult to detect in sub-surface regions of the part.

2. **Geometric Fixture Deletions:** This attack relies on wholly or partially removing regions of a part. The effects of such an attack could be detrimental for many industrial applications, as well as medical specific applications. A summary of attacks falling under this category are listed below:

   - Removing a subsection of a bio-printed scaffold. Such an attack could wholly remove a region of scaffold, both affecting the mechanical properties of the part as a
whole, and affecting overall bio-incompatibility and cellular viability, particularly if the region was large enough to inhibit cellular motility.

• Removing layer subsets in a part. Due to the layer-by-layer approach in the process of creating AM parts, modifications can be on a layer-by-layer basis. And since any industrial AM printers can operate with layers on a sub-millimeter scale, attacks removing parts of layers at different intervals may be difficult if not impossible to detect, since most detection mechanism operate on a scale nearly an order of magnitude larger than this. Such an attack could affect the material properties of a part as a whole, particularly the shear and tensile strengths, leading to eventual failure depending on the application.

3.1.3 Geometric Substitution Attacks

Here, a geometric fixture from a part is modified from its originally intended shape, and function. This type of attack covers some of the most difficult to detect, yet most detrimental attacks in AM parts, due to its ability to appear to match the intended geometry of a part yet offer many differences in terms of physical functionality and mechanical properties. A number of example scenarios are detailed below:

• Modified pore morphology in a tissue scaffold. Here, the shape, direction, or interconnectivity of the pores in a porous scaffold could be modified to influence cell attachment, cell motility or even nutrient flow. And due to the random structure of many pore morphologies, such an attack would be very difficult to detect.

• Feature repositioning. Here, a feature such as a hole in a part could be moved so as to affect the part implementation in its final assembly. Such an attack may be difficult to detect unless a fully comprehensive measurements were taken post-production.
3.2 Attack Models

In order to test different attack scenarios against the proposed error detection mechanism presented in the next section, models based on a human trachea, a bone scaffold, and an orthopedic screw were selected. From here, multiple versions of each model were designed to implement a number of different attacks. The design process for each set of models is described in further detail below:

3.2.1 Trachea Model

A human trachea model provided by Professor Jammalamadaka Uduay from the Washington University School of Medicine in St. Louis was used as a base model, without any added modifications. This model is shown in Figure 3.1.

![Figure 3.1: Trachea Model](image)

This model was printed using FDM, using a Hyrel System 30M printer.

3.2.2 Bone Scaffold Models

The next model chosen was a bone scaffold. This model was chosen due the high degree of geometric complexity associated with such parts, along with the random nature of the structures, that make detecting changes to them a challenge. As discussed in previous sections, scaffolds play an important role in tissue engineering applications, as they provide
support for cell attachment and growth, similar to the way an ECMs do native tissues. As with most scaffolds, the pore size, interconnectivity, and shape play an important role in allowing for cellular attachment, motility, nutrient diffusion, and waste removal during the development stages. The bone chosen for this application was a thumb proximal phalanx bone, shown in Figure 3.2.

As mentioned earlier, 3D models or CAD models are comprised of 3D points, known as vertices, connected together to form series of triangles or quadrilaterals. Together, these triangles or quadrilaterals form surfaces which define the shape of a 3D object. Shapes described this way are collectively known as meshes. Because of the nature of how these shapes are modeled however, there are many different combinations of vertices and triangles/quadrilaterals that can form a single shape.

Because of this phenomenon, in many cases, mesh objects can be simplified, with minimal or even negligible losses to the spatial information of the model. This simplification procedure is referred to as decimation, or remeshing, and is an important step when dealing with large meshes. In the case of the bone model, the original mesh was comprised of over 19,000 vertices, and 39,700 triangles. Remeshing was done using Blender, a free-to-use 3D graphics editing software. A series of remeshed models were produced, containing a range from 4,000 triangles to 35,000 triangles. A model containing 20,000 triangles, or just over half of the triangles in the original was chosen, due to its visual similarity, and its reduction in overall complexity. The reduction in complexity is an important step, due to the next step which increases the complexity of a shape, in terms of total vertices by more than an order of magnitude.
The decimated model was loaded into Cinama4D, another 3D editing software, where a porous texture was created using Proc3durale, a 3D shading tool. The resulting model is shown in Figures 3.3, 3.4, 3.5.

From here, several attack models with modifications to this original design were created, to simulate different attack forms. A description of each is included below:

**Hollow Internal Region Attack:** Here, a series of 10 models were designed and created with three hollow internal spheres, spread throughout the internal regions of the mesh. The size of the internal spheres ranged in diameter from 500 micrometers, to 5 mm, with increments in size of 500 micrometers between each model. The purpose of this attack was to simulate a material removal attack, where a portion of the model was missing internally. The impacts of such a modification on a real-tissue engineering application could cause issue in cell viability due to the inability of cells to proliferate in the hollow regions.

**Solid Internal Region Attack:** Here, a series of 10 models were designed and created with three solid internal spheres, spread throughout the internal regions of the mesh. The size of
the internal spheres ranged in diameter from 500 micrometers, to 5 mm, with increments in size of 500 micrometers between each model. The purpose of these models was to simulate an additive material attack, wherein region of the bone were filled with solid material.

**Modified Porosity Internal Region Attack:** Here, 10 models were designed with an cylindrical internal region with a modified porous structure that was 2mm wide, and ranging from 300 micro-meters long to 6 mm long. The purpose of these models was to simulate a geometric substitution attack.

### 3.2.3 Bone Screw Model

The final model obtained, the bone is shown in Figures 3.6 and 3.7.

This model was modified by creating hollow internal region in the upper section of the screw. The purpose of this attack was to simulate a simple modification on such an implantable device, and simulate the detrimental effects that could result.
In order to perform this assessment, a finite element analysis (FEA) was performed on the original and the modified version of the screw, where a 100 N force was applied to a lower region of the model. The result of this analysis are shown in Figures 3.8 and 3.9.

The results indicate an increase in the stress in the attacked regions by more than an order of magnitude. The results were simulated with a relatively small force, considering its applications, and as such, its fair to assume such a modification could lead to mechanical failures if such an attack went undetected.
Figure 3.8: FEA of Original Bone Screw

Figure 3.9: FEA of Modified Bone Screw
Chapter 4

Verification System Implementation

This section describes the implementation of an automated verification tool for comparing 3D printed parts to their intended geometries. The tool takes an input of CT scans of the printed part, along with its original 3D model, and performs a similarity comparison, wherein error regions are automatically detected and visualized.

4.1 Scanning

The first step in analyzing the accuracy of an AM part is generating a digitized 3D representation of its volume and composition. The method used for performing these measurements should ideally (1) capture a spatial representation of the part with a near perfect spatial-accuracy, (2) contain material-specific information throughout the entire volume, and (3) operate in a non-invasive and non-destructive manner, in order to preserve the integrity of the part. The technologies available for this are the previously mentioned passive part verification techniques; X-Ray Computed Tomography (CT), Magnetic Resonance Imaging (MRI), Coordinate Measurement Machine (CMM) analysis, Ultrasonic Imaging, and 3D scanning.

And as discussed in the previous section, due to a lack of surface penetration capabilities in CMMs and 3D scanners [23], and lower resolution outputs of Ultrasonic Imaging [85], CT and MRI technologies are superior choices for many part accuracy analysis applications. Choosing between MRI and CT depends largely on the material composition of the part in
question. MRI generally provides a higher degree of material differentiation for soft materials [67, 86, 87], but does not work as well with denser materials, due to shorter transverse relaxation times [52]. Alternatively, CT can provide a very high-level of resolution, particularly for denser materials [62, 63], but requires part exposure to ionizing radiation, which may be unsuitable in certain applications. For example, a tissue scaffold seeded with cells may be severely compromised if exposed to too much ionizing radiation. However, since no cell cultures were used in this experiment, CT was selected for the imaging procedure.

Modern CT scanners use a rotating emitter to project X-ray beams in a fan-shape towards multiple rows of detector arrays [32, 82]. An example of this is depicted in Figure 4.1:

![CT Scanner Diagram](image)

Figure 4.1: CT Scanner Diagram

In this setup, the apparatus rotates in a circular motion around the scanning subject, recording the X-ray signal intensities at each rotational position [38, 82]. The X-ray linear attenuation coefficients are then calculated for each volumetric unit (voxel) in the scanning volume and converted to Hounsfield Units (HU). These values, ranging from -1024 to 3071 are referred to as CT values, and generally correspond to the density of a material, with denser materials generally producing higher values [18]. However, even with modern day CT machines, scanning results are still be subject to some degree noise and image artefacts, which can lead to discrepancies between the CT values of voxels representing the same material in scan. This is particularly common for voxels near the surface boundaries of two different materials [77, 85]. Another source of noise is referred to as beam hardening, which occurs
when a material in a scanning volume over-attenuates lower energy X-rays. An example of this is shown in Figure 4.2, where a CT scan was taken of a patient’s head. In this image, some form of metal in the patient’s teeth, likely in the form of a filling or crown caused significant beam hardening.

![Figure 4.2: Beam Hardening Example](image)

After the reconstruction process is complete, each axial slice in the scanning volume is converted into a 2D image, where every pixel in the image corresponds to a CT value in the volume. While the pixel data could easily be converted to grayscale values and exported as black and white images (as is done in some older CT machines), preserving the CT values plays an important role in volume processing steps. So instead, the images are stored in the Digital Imaging and Communications in Medicine (DICOM) format, where each image in this format contains a series of attribute tags encoding patient and scan specific information [1].
4.2 Object Reconstruction

Next, the processing step. The DICOM series contains tags specifying the layer thickness of each scan image, as well vertical and horizontal distances between the centers of neighboring pixels. Using this information, a digitized 3D representation of the scanning volume can be recreated by stacking the series along the scanning axis. Here, each voxel in the 3D representation corresponds to the CT-value observed in the original scan. Next, the set of voxels corresponding the AM part must be isolated. Ideally, this could be done by isolating the CT-value of the material of the AM part, and creating a subset of voxels containing only this value. In reality however, due to the aforementioned blurring and noise that results in inconsistencies in the recorded CT-values for voxels of the same material, the voxels of interest must be isolated from a range of CT values.

4.2.1 Marching Cubes Vs. Dual Contouring

Once the voxels corresponding to the part are isolated, this volume must be compared to the original CAD model of the part. The first step in this process is isosurfacing the voxel collection, to create a mesh representing the volumes of the part. There are multiple isosurfacing approaches, notably, Marching Cubes, and Dual Contouring. For this application, Dual Contouring was chosen, because of its ability to work with shapes with sharp features in the mesh reconstruction process [68], which is notably an area that Marching Cubes is not well suited for. This reconstruction step produces a mesh representing the voxel volume of the scanned part.

4.2.2 Mesh Simplification

From here, the reconstructed mesh is simplified by removing overlapping triangles, and removing redundant faces from single planes.
4.3 Mesh Alignment

Next, in order to compare the reconstructed part to the original model, the reconstructed mesh (source mesh), must be spatially aligned to the original model mesh (target mesh). This is accomplished through two separate point registration steps, (1) global registration to roughly align the meshes, and (2) local registration to refine the alignment. However, in order to perform the alignment, distributed points from the surfaces of each mesh must be generated. Ideally, these point clouds should represent uniform surface samplings of each object. As such, the points describing the vertices are not suitable, due to their potential for highly irregular distributions. Instead each surface is sampled using Lloyd’s algorithm to generate an evenly distributed set of point over the surface of each mesh. This process along with the registration procedures are described in further detail below:

4.3.1 Surface Sampling

In this step, a subset of surface points are taken from both the source and target meshes, which is needed to perform the alignment steps. This sampling procedure is important for complex meshes, given the computational complexity of the alignment algorithms makes it difficult to work with exceedingly large point sets.

In this sampling procedure, an initial subset of points are randomly selected from the surface of a mesh. These points are then used as generator points to form a Vonoroi diagram. Here, the surface is divided into a series of polygons, where every polygon encloses a single generator point in such a way that any position inside of a polygon is closer to its generator point than to the generator point of any other polygon. An example of such a diagram is shown in Figure 4.3:

After the initial diagram is formed, each point is migrated to the centroid of its polygon, and the points at these new positions are used as generators to form a new diagram. This processes is repeated iteratively until the generator points and polygon centroids converge from one iteration to the next. The results produces a distribution of evenly sized polygons, with points in the centroids of each. These points are then used the proceeding steps. This
iterative procedure does not change the shape of the volume the sample points describe, but rather the distribution of the points over the surface of the volume.

4.3.2 Global Registration

Once the sampled points of each part have been obtained, the sampled points from the source mesh are coarsely aligned to the sampled points from the target mesh. This is done using a rigid transformation found from applying the Fast Global Registration (FGR) algorithm proposed by Zhou et. al. [95] to the two point sets. Next, the same rigid transformation is applied to the vertices of the source mesh, to coarsely align it with the target mesh. Transforming the vertices in the source mesh does not reorder the vertices in this mesh, which is important in preserving the geometry of the mesh.

4.3.3 Local Refinement

From here, the sampled points undergo a local rigid registration process using the Coherent Point Drift (CPD) algorithm proposed by Myronenko et. al. [58]. This was chosen over other local registration algorithms, notably Iterative Closest Point (ICP), because of its ability to work better with noisy point clouds [58]. This was an important consideration since this tool is intended to distinguished maliciously modified parts from their intended geometry,
and as such, must be robust enough to handle geometries that may introduce some form of noise to the sampled point sets.

From this process, the transformation found to align the sample point set to the target point set is then applied to the vertices from the source mesh, to further align it with the target mesh.

4.4 Similarity Comparison

Once the two meshes have been spatially aligned, a comparison procedure is conducted in two distinct steps: (1) comparing the source mesh to the target mesh to determine if there any added surfaces in the reconstructed part, and (2) comparing the target mesh to the source mesh to determine if there are any missing surfaces in the reconstructed part. Both steps are described in further detail below.

4.4.1 Comparing the Source Mesh to the Target Mesh

First, the distances from each vertex in the source mesh to their closest points in a target mesh are determined, in an operation where each point in the two meshes are compared.

Next, in order to identify geometric abnormalities between the two meshes, a subset of these vertices with distance values over a specified error threshold are isolated. The error threshold can be specified to any value, but in general, would depend on the tolerance of the part in question. From here, outlier points are removed from this isolated point set, based on proximity measurements to other points in the set, such that single outlying points are discarded. Then, the remaining points are segmented into clusters based on a specified threshold distance. This threshold depends on the size of the defect regions in question, such that, if the goal was to identify small defects, a lower threshold would be chosen, and if the goal was to detect larger error regions, a larger threshold would be chosen. Importantly, this step does not omit smaller errors even if a larger threshold is chosen. Instead, it simply determines the spatial size of individual defect groupings. Once this threshold has been set,
an automatic error detection procedure is conducted, where errors are identified based on the individual clusters formed.

Next, a for each point cluster, a minimum convex bounding volume is determined from a subset of the outermost points in the cluster. Then, the furthest distanced points in each convex hull are determined, and a sphere enclosing the point cluster is created.

Once the defect spheres for each point cluster have been determined, an adaptive wire-frame outline of the reconstructed mesh is rendered with the spheres overlaid on top, to visualize where the error regions occur.

Finally, the entire reconstructed mesh is rendered, with the colors of each point on the mesh corresponding to a color map based the previously calculated distances. This in effect produce a heatmap on the surfaces of the mesh.

From here, a slider tool is presented to which allows for the visual isolation of regions in the mesh corresponding to different levels of spatial divergence between the displayed source mesh and the target mesh. Adjusting the slider hides regions of the mesh based on their distance values, which allows for regions with greater distance values to be visually isolated.

4.4.2 Comparing Target Mesh to Source Mesh

Next, the target mesh is compared to the source mesh, in the using the same procedure described above. This is done in order to detect missing geometries in the source mesh. The reason this second procedure is done is because the distance determinations in the first step do not account for missing regions in the source mesh. In other words, if a region of the source mesh were missing, its likely the mesh would still align well with the target mesh, and the points that were present would not appear as defects. So in order to visualize missing regions in the source mesh, the target mesh must be compared back to the source mesh.
Chapter 5

Results

This section details results of the reconstruction procedure performed on CT scans of the trachea model, as well as geometric similarity comparisons performed on a the trachea model, the porous bone scaffold models, and the modified orthopedic screw.

5.1 Scanning Results

The CT scan of the printed trachea produced a series with 302 images. Samples throughout the volume are shown in Figure 5.1.

Here, the lighter pixels correspond with the higher CT values of the printed material, and the dark background pixels corresponded with regions outside of the printed volume. The images appeared fairly accurate, however, there was still some noise present, particularly around the edges of the object. The challenges associated with this are discussed in the following section.

5.2 Reconstruction Results

Since the part was made of a single material, the process of isolating the voxels that corresponded to the printed trachea involved separating those specific voxels from the voxels representing regions of air. In the first attempt to isolate the voxels corresponding to the
printed part, a range of voxels with CT values ranging from -220 to 100 were isolated. The resulting geometry is shown in Figure 5.2.

However, as is visually evident in the above figure, there were significant regions of missing material, particularly along the sides of the trachea. Additionally, this reconstructed volume
was visually inconsistent with the image sets as previously shown. However, a closer analysis of the voxel data made the issue clear; there were large regions of voxels representing the trachea that had very low CT values. Examples of this is shown in Figure 5.3, where top down slices of the voxel data have been rendered into a series of images.

![Figure 5.3: Inconsistent CT Values](image)

From this, it was clear that a wide range of CT values represented voxels of the printed trachea. In order to account for this, the voxel sampling range was adjusted to isolate voxels with CT values from -720 to 100. The isolated voxels in this range are shown in Figure 5.4, and the results of the object reconstruction produced a reconstruction shown in Figure 5.5.

![Figure 5.4: Isolated Region of Voxels](image)
In this scenario, increasing the CT value range was suitable, since the only material that the printed trachea needed to be distinguished from was the surrounding air, which had very low CT values of around -1000.

The initial reconstruction process yielded a mesh with 58473 vertices, and 116878 triangles, which was reduced to 17547 vertices and 35063 triangles after the automatic remeshing procedure.

5.3 Alignment Results

For the alignment procedure, a surface sampling of 2500 points was chosen for each mesh. The initial alignment of both samplings are displayed in Figure 5.6, where the red points correspond to the target mesh samples, and the black points correspond to the source mesh samples.

The alignment procedure was tested with and without the global registration step. In order to do this, the reconstructed mesh was randomly rotated before conducting alignment using CPD. This was done 100 times, which resulted in incorrect alignments 63 times. These poor alignments, are shown in Figure 5.7.

The same procedure was tested with the global registration step, which produced the correct alignment all 100 times. The correct alignment results are shown in Figure 5.8.
Figure 5.6: Initial Orientation

Figure 5.7: Alignment Issues with Only Local Alignment
5.4 Comparison Results

5.4.1 Trachea Comparison

Once the transformations were determined from the registration steps, and the vertices in the reconstructed mesh were aligned with the original mesh. The similarity comparison procedure was conducted based on a tolerance criteria of 2 mm, and a defect grouping threshold of 6 mm. The results of the automatic error detection process are shown in Figure 5.9:

Next, the results of the visual heap-map representation are shown in Figures 5.10 and 5.11.

Finally, the use of the error isolation function is shown in Figures 5.12 and 5.13, where regions of the mesh are cut away until only segments corresponding to points with higher error values remain.
Next, the results of the comparison of the target mesh to the source mesh are shown in 5.14. Notedly, there were no errors detected in the automated error detection process, since the maximum divergence was about 1.7 mm, which was less than the error threshold of 2 mm. The region with the most divergence can be seen on the edge of the model, where it appears reddish in color.
Figure 5.10: Visualization of Mesh Heat Map

Figure 5.11: Error Region Visualization
Figure 5.12: Error Isolation

Figure 5.13: Further Error Isolation
Next, the 3D model of the orthopedic screw with the hollow internal region was compared to its original. The results are displayed in Figure 5.15.

5.4.2 Orthopedic Screw Comparison

Figure 5.15: Orthopedic Screw Error Visualization
5.4.3 Porous Bone Scaffold Comparisons

Finally, the 3D attack models of the bone scaffold were compared to their original models, for all three attack model types. Figure 5.16 displays the visual error region isolation produced for the hollow region attack, for spheres of size 2.5 mm.

![Figure 5.16: 2.5 mm Diameter Hollow Sphere Error Identification](image)

Figure 5.16: 2.5 mm Diameter Hollow Sphere Error Identification

Figure 5.17 displays the visual error region isolation produced for the solid region attack, for spheres of size 2.5 mm.

![Figure 5.17: 2.5 mm Diameter Solid Sphere Error Identification](image)

Figure 5.17: 2.5 mm Diameter Solid Sphere Error Identification

Finally, Figure 5.18, shows the visual error isolation for the modified porous region attack, with a modified porous region 3 mm in length.
The modified regions were identifiable for all attack models, except for the added material attack model with the smallest spheres. In this model, three spheres 0.5 mm in diameter were positioned throughout the scaffold. As shown in Figure 5.19, only one of the 0.5 mm spheres was clearly identifiable using the visual error isolation tool. This was fairly surprising since all of the spheres in the 1 mm sphere model (the second smallest) were clearly identifiable, as is shown in Figure 5.20.
Due to the limits of the sampling procedure, the smallest identifiable part errors are determined by the sampling density when comparing one mesh to the other. Increasing the number of sample points taken from a mesh surface decreases the distance between the sample points and as such, produces a more visually-clean result when comparing meshes. However, for very dense meshes, or for very small errors, the distances between sampled points may be greater than the size of the defects in question, as was the case for the comparison of the added 0.5 mm sphere model shown in 5.19. In order to account for this, the number of sampling points must be increased. However, the required number of sample points becomes exponentially greater as the resolution of the defect isolation gets smaller. Given the computational complexity of the distance comparison step, the number of surface samples that can be used serves as a limiting factor.
Chapter 6

Conclusion

Based on the growing use of AM in many industries, combined with the unique security considerations that must be addressed when using this technology, a method for verifying the geometry of 3D printed parts is necessary. In this work, a tool for comparing the geometric similarity between a 3D printed part and its original geometry based off of CT scanning is presented. The tool demonstrated the ability to isolate additive material defects, subtractive material defects, and modifications to geometric features.

The limiting factors in this detection mechanism are the resolution of the scanning images and the sampling limit of each mesh. The resolution of the CT scans depends largely on the scanning machine used. With micro-CT technology, micrometer scale resolutions can be achieved in CT scans. The sampling limit on the other hand depends largely on the computational capacity of the computer used for the analysis. This is because in the distance calculations between the points in both meshes, each point in one mesh is compared to every sample point from the other mesh.

Moving forward, the need for encompassing part verification techniques for AM will only increase. Many traditional verification methods are not suitable for AM applications, as they lack the ability to detect internal defects. Additionally, many traditional cyber-defense strategies are not suitable for AM either. It is not enough to assume the security of these systems or the validity of the parts they produce. This is because many AM parts are used in safety critical systems, and the validity of each part must therefore be ensured.
References


63


[74] Shelly Singh. 3d printing market by offering (printer, material, software, service), process (binder jetting, direct energy deposition, material extrusion, material jetting, powder bed fusion), application, vertical, technology, and geography - global forecast to 2024. Technical report, Markets and Markets, Magarpatta, 2019.


Vita

Nicholas Deily

**Degrees**

- B.A. Physics, May 2019
- B.S. Mechanical Engineering, May 2020
- M.S. Computer Science, May 2020
Cyber-Physical Security in Additive Manufacturing Applications, Deily, M.S. 2020