Geodesic grassfire for computing mixed-dimensional skeletons

Lu Liu and Tao Ju

Skeleton descriptors are commonly used to represent, understand and process shapes. While existing methods produce skeletons at a fixed dimension, such as surface or curve skeletons for a 3D object, often times objects are better described using skeleton geometry at a mixture of dimensions. In this paper we present a novel algorithm for computing mixed-dimensional skeletons. Our method is guided by a continuous analogue that extends the classical grassfire erosion. This analogue allows us to identify medial geometry at multiple dimensions, and to formulate a measure that captures how well an object part is described by medial geometry at...

Read complete abstract on page 2.
Geodesic grassfire for computing mixed-dimensional skeletons

Lu Liu and Tao Ju

Complete Abstract:

Skeleton descriptors are commonly used to represent, understand and process shapes. While existing methods produce skeletons at a fixed dimension, such as surface or curve skeletons for a 3D object, often times objects are better described using skeleton geometry at a mixture of dimensions. In this paper we present a novel algorithm for computing mixed-dimensional skeletons. Our method is guided by a continuous analogue that extends the classical grassfire erosion. This analogue allows us to identify medial geometry at multiple dimensions, and to formulate a measure that captures how well an object part is described by medial geometry at a particular dimension. Guided by this analogue, we devise a discrete algorithm that computes a topology-preserving skeleton by iterative thinning. The algorithm is simple to implement, and produces robust skeletons that naturally capture shape components. Under Review
Geodesic grassfire for computing mixed-dimensional skeletons

Authors: Lu Liu, Tao Ju

Corresponding Author: taoju@cs.wustl.edu

Abstract: Skeleton descriptors are commonly used to represent, understand and process shapes. While existing methods produce skeletons at a fixed dimension, such as surface or curve skeletons for a 3D object, often times objects are better described using skeleton geometry at a mixture of dimensions. In this paper we present a novel algorithm for computing mixed-dimensional skeletons. Our method is guided by a continuous analogue that extends the classical grassfire erosion. This analogue allows us to identify medial geometry at multiple dimensions, and to formulate a measure that captures how well an object part is described by medial geometry at a particular dimension. Guided by this analogue, we devise a discrete algorithm that computes a topology-preserving skeleton by iterative thinning. The algorithm is simple to implement, and produces robust skeletons that naturally capture shape components.

Notes:
Under review

Type of Report: Other
Geodesic grassfire for computing mixed-dimensional skeletons

Figure 1: A 3D input model (a), the discrete medial faces (b) and edges (c) computed using our algorithm (redder color indicates where the object shape is more suitable to be depicted by medial surfaces (b) or curves (c)), and the final skeleton (d) (shown with geometric fairing).

Abstract

Skeleton descriptors are commonly used to represent, understand and process shapes. While existing methods produce skeletons at a fixed dimension, such as surface or curve skeletons for a 3D object, often times objects are better described using skeleton geometry at a mixture of dimensions. In this paper we present a novel algorithm for computing mixed-dimensional skeletons. Our method is guided by a continuous analogue that extends the classical grassfire erosion. This analogue allows us to identify medial geometry at multiple dimensions, and to formulate a measure that captures how well an object part is described by medial geometry at a particular dimension. Guided by this analogue, we devise a discrete algorithm that computes a topology-preserving skeleton by iterative thinning. The algorithm is simple to implement, and produces robust skeletons that naturally capture shape components.

1 Introduction

Describing shapes is an important task in graphics and vision. A simple, concise descriptor that captures the essence of an object greatly facilitates computer-based understanding of the object and applications such as matching and segmentation. For this reason, medial descriptors (or skeletons) have been well studied and widely used. These descriptors, at lower dimensions, lie interior to the objects and capture visually prominent shape features such as protrusions. Typically, medial descriptors consist of geometry at a fixed dimension. For example, the medial axes, introduced by Blum [1967], generally consist of \((n-1)\)-dimensional manifolds (e.g., surfaces) in an \(n\)-dimensional object (e.g., a 3D solid). Curve skeletons of 3D objects, which are important in animation control, lie on an even lower dimension.

Often times, an object can be better described using skeletons at a mixture of dimensions. Consider the toy car example in Figure 1 (a). The head and crown of the car, which are thin and wide, can be well depicted using a medial surface. The back-handle, on the other hand, is much more elongated in one direction, and is better described as a medial curve rather than a thin band of medial surface. For this and many other models that we shall see, a mixed-dimensional skeleton serves as a better descriptor than either a 1D or 2D skeleton alone.

In this paper, we propose computing a skeleton that consists of medial geometry at a mixture of dimensions based on local shape anisotropy. Our algorithm proceeds in two steps. First, we compute medial geometry at all dimensions \(k\) for \(k < n\). Second, for each \(k\), we identify parts of the \(k\)-dimensional medial geometry that describe the shape well.

Our algorithm is guided by a continuous, conceptual analogue that we refer to as geodesic grassfire (Section 3). This analogue extends Blum’s grassfire analogy [Blum 1967], which defines the medial axes, to identify medial geometry at lower dimensions. In addition, the arrival times of the geodesic grassfire front offer an intuitive way to measure how well an object part is described by medial geometry at a particular dimension. Guided by this conceptual analogue, we develop a simple, practical algorithm that extracts a discrete mixed-dimensional skeleton by iterative thinning (Section 4). During the algorithm, discrete medial elements and their measures are computed, as shown in Figure 1 (b,c) for the toy car. Note that medial faces or edges with high measures lie in regions that, intuitively, can be described well by medial surfaces or curves. These elements are then combined to form the final skeleton, as shown in Figure 1 (d).

Contributions In the context of previous work on extracting medial shape descriptors, we make the following contributions:

- We formulate geodesic grassfire, a natural extension of the classical grassfire erosion that defines medial geometry at various dimensions. We show that the arrival times of the fire front intuitively capture how well a object part is represented by medial geometry at a particular dimension.

- We present a discrete algorithm for computing mixed-dimensional skeletons based on iterative thinning. The algorithm is very simple to implement, and produces skeletons that capture well the shape components of 3D models.

2 Previous works

There has been significant amount of work on defining, computing and pruning skeletons. Note that most of these methods are specific to the dimension of the object and/or the dimension of the skeleton. We will briefly review some representative works, while referring readers to excellent survey articles and books such as [Shaked and Bruckstein 1998; Cornea and Min 2007; Siddiqi and Pizer 2008] for extensive discussions.
Defining skeletons Since its introduction by Blum [1967], the medial axes (MA) has become an important descriptor due to its ability in capturing intuitive shape features. The MA is generally \((n-1)\)-dimensional within an \(n\)-dimensional object, while degenerating to lower-dimensional structures in singular cases (e.g., the MA of a 2D circle is a point). Pizer et al. [2003] reviewed and compared a number of alternative, multi-scale definitions to MA designed to overcome its instability to boundary irregularity.

Unlike MA, there is much less consensus in how medial descriptors at lower dimensions should be defined, and existing definitions are scarce. Dey and Sun [2006] proposed one of the first definitions of the curve skeleton of a 3D object, as the singular points of a medial geodesic function (MGEF) on the MA. More recently, Tagliasacchi et al. [2009] defines the curve skeleton of a set of 3D oriented point samples as its rotational symmetric axis (ROSA) in a variational sense. Note that, like [Dey and Sun 2006], the medial curves resulted from our extended grassfire formulation can also be considered as the singular points of a function on the MA surface, where the function is the arrival time of the geodesic grassfire front. In comparison, our formulation is more general and constructs \(k\)-dimensional medial geometry in an \(n\)-dimensional object for all \(k < n\), including the MA (when \(k = n - 1\)).

Computing skeletons Numerous methods have been proposed to compute or approximate the MA [Siddiqi and Pizer 2008]. Broadly speaking, these methods fall in two classes based on their representations of the MA. Geometric methods yield explicit geometric representations, such as piece-wise linear curves and surfaces. Examples are methods that compute the MA of a polyhedral model [Sherbrooke et al. 1996; Culver et al. 1999] or approximate the MA as a sub-set of Voronoi facets induced by a point sampling of the object boundary [Amenta et al. 2001; Dey and Zhao 2003]. On the other hand, digital methods represent the object and the MA as a collection of lattice points (e.g., 2D pixels or 3D voxels) based on digital topology [Rosenfeld 1979]. These methods typically involve a thinning procedure [Lam et al. 1992] guided by a distance function [Borgefors et al. 1999], a vector field [Siddiqi et al. 2002], or local feature criteria [Tsao and Fu 1981; Bertrand 1995; Ju et al. 2007].

Algorithms for computing curve skeletons of 3D objects similarly fall into geometric and digital categories [Cornea and Min 2007]. Examples of geometric methods include eroding a medial surface [Dey and Sun 2006], computing the Reeb graph [Pascucci et al. 2007], decomposing the object into parts [Katz and Tal 2003], surface inflation [Sharf et al. 2007], or mesh contraction [Au et al. 2008]. A digital skeleton can be computed by thinning from a surface skeleton [Svensson et al. 2002; Ju et al. 2007], or guided by a force field [Chuang et al. 2000; Brunner and Brunnett 2008].

In comparison, geometric methods produce skeletons with explicit connectivity and dimension that makes them convenient for recognition and processing, while digital approaches are often simpler to implement and can more easily enforce topology preservation by thinning. Our algorithm for computing the mixed-dimensional skeletons can be considered as a hybrid approach, in that we perform topology-preserving thinning on an explicit geometric structure (e.g., a cell complex).

There are very few algorithms that compute skeletons with both curve and surface elements. Goswami et al. [2006] extracts the unstable manifold of index 2 and 1 saddle points in the Euclidean distance function, which are respectively 1 and 2 dimensional. While the dimension of these manifolds is determined by local shape properties (e.g., whether the cross-section is near-circular), the dimension of our skeleton elements are chosen by a salience measure that reflects global shape property (e.g., anisotropic elongations).

Pruning skeletons While being an intuitive shape descriptor, the MA is known for its instability to small boundary changes. A variety of salience (or significance, importance, etc.) measures have been proposed for identifying and pruning unstable portions of the MA, in 2D [Shaked and Bruckstein 1998] and 3D [Sud et al. 2005], which can be classified into local or global ones [Reniers et al. 2008; Siddiqi and Pizer 2008]. Local measures rate a MA point by surface geometry in its immediate neighborhood, such as the angle formed by the MA point and its two closest surface points [Blum 1967; Dimitrov et al. 2003; Sud et al. 2005] or the distance between the two surface points [Amenta et al. 2001; Dey and Zhao 2002]. While reflecting stability, local measures cannot capture global shape properties such as anisotropy. For example, a point on the crown of the toy car in Figure 1 would have a same (high) local measure as a point on the back-handle of the toy, even though the back-handle exhibits a much greater one-dimensional elongation.

On the other hand, global measures capture shape properties in a larger region. Notable examples of 2D global measures are the Maximum Erosion Thickness (MET), which approximates the area of the 2D shape eroded in response to the loss of a skeleton branch [Shaked and Bruckstein 1998], and the Feature-distance [Ogniewicz and Kübler 1995], which expresses the length of the shortest curve on the shape boundary between the closest boundary points to the MA point. One of these 2D measures, the Feature-Distance (FD), has been extended to evaluate 3D surface skeletons using lengths of geodesic curves on surfaces [Dey and Sun 2006; Reniers et al. 2008], and even further to evaluate 3D curve skeletons using approximated areas of geodesic patches [Reniers et al. 2008]. However, as we shall compare in Section 5, the FD measure tends to be high in regions that are further away from the border of the skeleton. In contrast, our salience measure (part of which extends the MET measure) captures more intrinsic shape properties. In addition, our formulation is generally applicable to objects and their medial geometry in any dimensions.

3 Geodesic grassfire

To compute a mixed-dimensional skeleton, our algorithm involves computing medial geometry at various dimensions and identifying portions of medial geometry at each dimension that is suitable for shape description. We shall first describe a conceptual, continuous analogue that guides our algorithm design. We will then present the discrete algorithm in the next section.

Our continuous analogue extends the grassfire analogy that Blum used to described the medial axes (MA). In the grassfire analogy, the object is continuously eroded from its boundary at a uniform speed, as if a grassfire is propagating on a field. The erosion stops when the grassfire fronts meet and quench, resulting in a thin structure – the MA. To construct medial geometry at lower dimensions than that of MA, we shall extend Blum’s grassfire onto manifolds of low dimensions. We will first describe the formulation of the extended grassfire and the resulting medial geometry. We will then derive a salience measure that, given medial geometry at a particular dimension, identifies the parts that are most suitable for describing the local shape. Note that our discussion in this section is intended to remain at a conceptual level, for the purpose of motivating our discrete algorithm in the next section.

3.1 Formulation

Consider a continuous erosion of an \(n\)-dimensional object by a fire that propagates geodesically on manifolds from their boundaries at a uniform speed. When the fire fronts on a \(k\)-manifold \((k \leq n)\) meet and quench, the object is locally eroded to a thin, \((k-1)\)-manifold, which is subject to further erosion. The erosion process terminates...
its dominant elongation is along a 1D curve, while a wide plate has a strong 2-anisotropy as its primary elongation is isotropic on a 2D surface. To evaluate the “suitability” of medial geometry for shape description, we will measure, at each point on a $k$-dimensional medial geometry, the strength of $k$-anisotropy in the local shape.

Here we show that shape anisotropy is well captured by the difference in arrival times of the fire fronts along manifolds of different dimensions. Take a 2D object, for example, and consider a point $p$ on the medial curve (Figure 2 (f)). The time at which the fire front from the object boundary reaches $p$, denoted as $t_2(p)$ (2 means the fire front comes from a 2-manifold), measures the shortest distance from $p$ to the object boundary, or the maximum isotropic elongation of the shape centered at $p$. Since $p$ lies on the medial curve, it will be later reached by the fire front along the curve at some time $t_1(p) \geq t_2(p)$. Note that $t_1(p)$ is the sum of two terms, the geodesic distance from $p$ to some end-point of the medial curve $q$, and $t_2(q)$.

This sum measures the elongation of the shape along the medial curve segment $[p,q]$. In fact, $q$ is chosen by erosion such that $t_1(p)$ measures (half of) the maximum elongation of the shape along any medial curve segments centered at $p$. As a result, the larger the time $t_1(p)$ in comparison to $t_2(p)$, the more the shape is elongated along a 1D curve than in other directions at $p$, and hence there is a stronger 1-anisotropy at $p$.

We can measure 2- and 1-anisotropy similarly on the medial surfaces and curves of a 3D object. Consider a point $p$ on the medial surface. The arrival time of the fire front from the object boundary, $t_3(p)$, measures the maximum isotropic elongation at $p$, while the arrival time of the surface fire front, $t_2(p) (t_2(p) \geq t_3(p))$, measures the maximum isotropic elongation of the shape along the medial surface. A larger difference between $t_2(p)$ and $t_3(p)$ reflects a more pronounced “side-ways” elongation of the shape along a 2-manifold at $p$, and hence a stronger 2-anisotropy. Similarly, 1-anisotropy at a point $p$ on the medial curve can be measured by comparing the arrival time of the surface fire front, $t_2(p)$, with the arrival time of the curve fire front, $t_1(p) (t_1(p) \geq t_2(p))$.

Based on these observations, we formulate a unified salience measure for any $k$-dimensional medial geometry in an $n$-dimensional object ($k \leq n$), assessing its suitability for shape description. The salience at a point $p$ consists of two terms, which capture the absolute and relative strength of $k$-anisotropy of the local shape:

$$A_k(p) = t_k(p) - t_{k+1}(p), \quad \text{and} \quad R_k(p) = 1 - \frac{t_{k+1}(p)}{t_k(p)} \quad (1)$$

where $t_k(p) \geq t_{k+1}(p)$ are the arrival times of the fire fronts along the $k$- and $(k+1)$-dimensional medial geometry. Note that some points on the medial geometry may not be reached by the grassfire when the object has a non-trivial topology (e.g., consider a point on a medial curve that forms a closed ring). For these points, $t_k(p)$ would be infinity, and both salience terms are maximized. Intuitively, the object has infinite $k$-anisotropy there as the elongation can “wrap around”.

Interestingly, in 2D, the first term $A_1(p)$ is identical to the well-known Maximum Erosion Thickness (MET) [Shaked and Bruckstein 1998] for measuring the significance on a MA curve. The MET is low on parts of the MA that respond to small boundary perturbations, which can be explained using our formulation since small bumps on the boundary only introduce small amounts of absolute variation in how much the local shape elongates in different directions. Our formulation further extends MET to medial geometry in higher dimensions, and evaluates high for medial geometry parts corresponding to larger, more stable shape features. On the other hand, the second term $R_k(p)$ is scale-independent and evaluates high for medial geometry that lies in “sharply” anisotropic.

### 3.2 Medial salience

Medial geometry at different dimensions may be good at describing different types of shapes. For example, while a medial surface can describe well a plate-like object in 3D, a medial curve can capture the essence of a tube-like object. Intuitively, a $k$-dimensional medial geometry is suitable for representing a shape that has a prominent elongation along a $k$-manifold, a property that we refer to as a $k$-anisotropy. For example, a long tube has a strong 1-anisotropy as when the remainder of the object consists only of manifolds without boundaries.

We illustrate this geodesic grassfire on a 2D object in Figure 2. As in Blum’s grassfire, erosion begins on the boundary of the object, which is a 2-manifold. As the fire fronts meet (in (b), the object is locally eroded to a thin curve, which is a 1-manifold (e.g., red and blue points in (b)). The erosion on the curve starts as soon as the 2D fire reaches a curve end-point (e.g., blue point in (b)), and the fire propagates along the curve at a same uniform speed (c). A fire front on the curve (e.g., the top left branch) is annihilated when it comes to a junction (e.g., red point in (d)), as the curve end-point disappears. The erosion terminates when either the fire fronts on the curve meet and quench at a point (as in (e)), which is a 0-manifold, or when the remaining curve forms closed rings, which are boundary-less 1-manifolds.

Similarly, geodesic grassfire on a 3D object begins on the boundary of the object (a 3-manifold). The quench sites of the fire front form a surface (a 2-manifold), and erosion starts from the boundary of this surface as soon as the 3D fire reaches there. The quench sites of this surface fire form a curve (a 1-manifold), which is in turn eroded from its end points when the surface fire reaches there. The erosion terminates when the object is eroded to a point, a set of closed rings, or a set of hollow shells (2-manifolds without boundary).

The recursive nature of geodesic grassfire leads to a recursive definition of medial geometry. The $k$-dimensional medial geometry of an $n$-dimensional object ($k \leq n$) is the $k$-manifold formed during geodesic grassfire by fire quenching on $(k+1)$-manifolds. By construction, the medial axes (MA) is the $(n-1)$-dimensional medial geometry, whereas lower-dimensional medial geometry are subsets of the MA. Note that, since the erosion by geodesic grassfire is topology-preserving, medial geometry at some dimensions may not exist for some shapes by our definition. For example, the medial point does not exist for a 2D annulus or a high-genus 3D solid.
4 The discrete algorithm

Guided by the our formulation of geodesic grassfire, we now present an algorithm for extracting a discrete skeleton containing salient medial geometry at various dimensions. The algorithm proceeds in two steps. First, we introduce an iterative thinning procedure on a discrete object representation that mimics the continuous erosion process by the geodesic grassfire. Applying thinning on an object (e.g., Figure 3 (a)) results in a set of discrete medial elements each with salience measures (Figure 3 (b,c)). Next, given a user-specified salience threshold, we compute a skeleton containing salient medial elements that additionally preserves the topology of the original object (Figure 3 (d)).

The propagation of geodesic grassfire requires identifying manifolds at different dimensions and their boundaries. As a result, we represent a solid object discretely as a cell complex, which consists of geometric elements (cells) at various dimensions. As we shall see, cell complexes admit a simple thinning procedure that closely resembles geodesic grassfire. Using this procedure, discrete medial cells and their salience measures can be similarly defined as in the continuous analogue.

4.1 Cell complexes

A cell complex is a closed set of k-cells, each homotopy equivalent to an open ball in k-dimensions. For example, a point is a 0-cell, an edge without its end points is a 1-cell, and a triangle without its border is a 2-cell. By definition, if a cell δ (e.g., a triangle) is in a cell complex, all cells on the boundary of δ (e.g., corner points and edges) are also in the same complex. A 2D example of a cell complex is shown in Figure 4 (a). A cell complex can be created from other object representations either by triangulating the object interior, or by first voxelizing the model on a grid and constructing cells from grid elements [Zhou et al. 2007]. While the execution of our algorithm is not limited by the type or dimension of the cells, a cell complex with uniform and isotropic cells is preferred for simulating uniform-speed erosion (discussed next).

A manifold and its open boundary can be easily identified on a cell complex. First, let us define an isolated cell as one that does not lie on the boundary of any other higher-dimensional cells in the complex (that is, it is “thin”). Furthermore, if a k-cell borders exactly one (k + 1)-cell, the former is called a witness cell while the latter is called a simple cell. In the example of Figure 4 (b), the edge γ is an isolated edge, while edge σ is a witness edge that borders a simple quad δ. Note that a simple cell is necessarily isolated. Intuitively, a k-manifold consists of isolated k-cells, and the boundary of the manifold consists of witness (k−1)-cells.

4.2 Computing medial cells and salience

Recall that geodesic grassfire erodes an object from all manifold boundaries simultaneously at a uniform speed. The following iterative thinning procedure mimics this process on a cell complex:

Geodesic grassfire thinning: At each iteration, identify all simple cells, then remove, in parallel, each identified cell with a witness cell on its boundary.

Like geodesic grassfire, this thinning erodes a cell complex simultaneously from all its manifold boundaries. The combined removal of simple and witness cells guarantees that the remaining cells after each iteration form a valid cell complex that maintains the topology of the original complex – just like the grassfire erosion. To explain this, we first note that removal of a single pair of simple and witness cells is a simplicial collapse [Matveev 2003], which preserves the homotopy and validity of the cell complex. Next, the remaining pairs of simple and witness cells after the removal of one pair are still simple and witness cells. Hence simultaneous removal of all pairs will not jeopardize the topology or validity of the complex. Figure 4 (b,c) illustrates two iterations of thinning in 2D. Note that if multiple witness cells exist on the boundary of a simple cell, an arbitrary one is selected to remove.

Using the thinning procedure, we can define medial geometry and formulate medial salience similarly to geodesic grassfire. The k-dimensional medial geometry (k < n) is the k-manifold formed during thinning, which consists of all k-cells in the original cell complex that become isolated at some thinning iteration, referred to as medial cells. The salience at a medial k-cell δ can be similarly defined as in Equation 1:

$$A(δ) = I_{iso}(δ) - I_{sim}(δ) \quad \text{and} \quad R(δ) = 1 - \frac{I_{iso}(δ)}{I_{sim}(δ)} \quad (2)$$

Here, $I_{iso}$ and $I_{sim}$ are respectively the number of iterations after which the cell δ becomes isolated or gets removed as a simple cell, indicating the arrival times of the thinning fronts along the (k+1)-manifold and k-manifold. Note that $I_{iso}(δ) > I_{sim}(δ)$. 
Figure 3 (b,c) visualizes the medial faces and edges with their salience for an input cell complex (a). In this and other figures, the salience is visualized as follows: cells are colored by their $R(\delta)$ values (the redder the higher), while cells with small $A(\delta)$ are shrunk in size. Observe that, due to its scale-dependent formulation, the $A(\delta)$ term (i.e., extension of 2D MET [Shaked and Bruckstein 1998]) is high in regions that are “deeper” into the object, even if the regions do not exhibit a “sharp” feature, such as the column and the diagonal sheets at the edge of the box in (b) and the diagonal curves in the box in (c). On the other hand, the $R(\delta)$ term reflects the “sharpness” of the feature and is low (e.g., in green or blue color) in those regions. The combination of the two measures identify features that are both sharp and at a larger scale, which we next use for computing the skeleton.

4.3 Computing a skeleton

A collection of medial cells at various dimensions with high salience can capture the various types of shape anisotropy. However, a connected skeleton is often desired for practical applications, and some applications further require that the skeleton preserves the topology of the object. Furthermore, for more compact representation, the skeleton should consist of fewer, larger pieces.

To compute a clean, topology-preserving skeleton, we proceed as follows. Given a user-specified salience threshold (for both $A, R$ terms), we identify the set of medial $k$-cells with high salience at each dimension, and obtain a subset that forms connected components whose sizes are greater than a user-provided number $\delta$. Next, we re-run the thinning procedure in the previous step, this time preserving the identified set of salient cells. Since thinning is topology-preserving, the remainder after thinning maintains the same topology as the original object. A 2D skeleton computed this way is shown in Figure 3 (d).

Memory-efficient implementation Straight-forward implementation of our algorithm may not be able to handle models at high resolutions (> 256³ voxels), which consume a prohibitive amount of space when represented as a cell complex with uniform cells. To address this issue, both thinning passes in our algorithm are implemented on an adaptive octree grid where only the layer of cells at the current thinning front as well as salient medial cells are maintained at the finest resolution. Octree cells are dynamically collapsed and refined as the thinning proceeds inward.

5 Comparisons and examples

Here we demonstrate our method on a suite of 3D models. All models are constructed from triangular meshes by first converting a mesh into a binary volume [Ju 2004] followed by conversion into a cell complex. Note that the computation of medial cells and their salience is completely parameter-free. Computing the final skeleton is controlled by thresholds $\epsilon_k^A, \epsilon_k^R$ of the two salience terms for medial $k$-cells, and the size of minimum component $\delta$. Unless otherwise stated, we use $\epsilon_k^A = 0.05L, \epsilon_k^R = 0.5, \delta = (0.5L)^k$ for both $k = 1, 2$ in all our examples, where $L$ is the dimension of the bounding box. The test is performed on a PC with 2GB of main memory and 2.2GHz CPU, and time and memory consumption is reported in Figure 9.

We first compare, in Figure 5, our salience measures with those of [Reniers et al. 2008], which extends the 2D Feature-Distance (FD) measure. As observed in (e,f), the FD measures tend to favor regions on the skeleton that are further away from the skeleton boundary. In contrast, our salience measure, particularly the $R(\delta)$ term (e.g., the color), captures well the object parts that have strong anisotropic elongations in two dimensions (e.g., the wings and the tail) or one dimension (e.g., the wings, head, and tail), as seen in (b,c). Using a higher threshold of $R(\delta)$, we are able to obtain a skeleton as in (g) that semantically separates the bird into parts that would not be possible using the FD measures.

We next examine the stability of our salience measures and skeleton under a noisy setting. In Figure 6, we compare the result on a hand model (a) and a synthetically damaged model (e) by applying two iterations of thinning on (a) during which pairs of simple and witness cells are randomly removed. Observe that although the smoothness of the medial cells are affected, due to the nature of thinning, the salience measures are not significantly affected, and the combination of the two salience terms yield skeletons with very similar structures (d,h).

Our discrete thinning algorithm is guided by a continuous analogue. Ideally, the result of our algorithm would converge to that of the continuous analogue as the size of the discrete cells become infinitesimal. Although we do not have any formal proof, we did observe in all our examples, such as that in Figure 7, that the skeleton computed using our method on the same model under the same set of parameters visually converges to a smooth limit as the resolution of the cell complex increases.

Finally, we show a gallery of models and our computed skeletons in Figure 1 and 8. For visual appeal, the skeletons in these examples are smoothed geometrically. Observe that our skeletons naturally capture the varying shape anisotropy on these models using skeleton geometry at different dimensions.
6 Conclusion and discussion

We have presented a novel approach for computing skeleton descriptors that consist of medial geometry at a mixture of dimensions. The $k$-dimensional medial geometry depicts object parts with a strong anisotropic elongation in $k$ dimensions. Our algorithm is guided by a continuous analogue that extends the grassfire erosion of medial axes to construct medial geometry at lower dimensions, which additionally offers an intuitive salience measure that captures shape anisotropy. We present a discrete thinning algorithm on cell complexes that mimics the continuous erosion, and extracts the final skeleton as the collection of discrete, salient medial elements.

Limitations and future works Our thinning algorithm relies on the isotropy and uniformity of the cells in the cell complex to simulate a uniform-speed erosion. The use of non-uniform cells would not result in skeletons that lie medial to or reflect the intrinsic anisotropy of the shape. We will investigate means to alleviate the problem, possibly by varying the speed of thinning based on local cell sizes and anisotropy. Other interesting venues for future research include investigating theoretical properties of the geodesic grassfire and its resulting medial geometry, and GPU-accelerated thinning that harvests its highly parallel nature.

References


